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Abstract. Host-based Intrusion Detection Systems (IDS) that rely
on audit data exhibit a delay between attack execution and attack
detection. A knowledgeable attacker can use this delay to disable the
IDS, often by executing an attack that increases privilege. To prevent
this we have begun to develop a system to detect these attacks before
they are executed. The system separates incoming data into several
categories, each of which is summarized using feature statistics that
are combined to estimate the posterior probability that the data
contains attack code. Our work to date has focused on detecting attacks
embedded in shell code and C source code. We have evaluated this
system by constructing large databases of normal and attack software
written by many people, selecting features and training classiﬁers, then
testing the system on a disjoint corpus of normal and attack code.
Results show that such attack code can be detected accurately.
Keywords: Intrusion Detection, Malicious Code, Machine Learning.

1

Introduction

Some computer attacks require more steps and more time to execute than other
computer attacks. Denial-of-service attacks that ﬂood a network, or attacks that
probe for machines or services issue many packets and often continue for hours or
weeks. This wealth of data and broad time window allows fast intrusion detection
systems to alert before the attack is over. In contrast, privilege-increasing attacks
frequently require only a few steps to complete. These attacks can be classiﬁed
into two categories: those that provide access to an unauthorized user, or those
that provide privileged user access to a normal user.
Attacks that increase privilege are often launched from the victim, allowing
the attacker to exploit his access to the system, but also allowing a defender
to control and limit what comes onto the system. To accomplish an attack,
an intruder must download or develop code, compile it, and use the compiled


This work was sponsored by the Department of the Air Force under Air Force contract F19628-00-C-0002. Opinions, interpretations, conclusions, and recommendations are those of the authors and are not necessarily endorsed by the United States
Air Force.
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attack. Not all steps need to be performed on the victim machine: sometimes an
attacker will compile an attack on another, similar machine, and download the
executable. Sometimes an attacker will use source code to ensure that the attack
can be compiled and run on the victim. We have performed an experiment that
veriﬁes that attack code, developed either in C or in shell, can be accurately
detected and diﬀerentiated from normal source code in a manner that does not
merely detect speciﬁc attacks, but rather detects the underlying mechanisms
required for an attack to succeed. We believe that this approach can be extended
to detect binary code that grants a user increased privilege.
This work is closely connected with several branches of security research.
Intrusion detection systems have been proposed and built that rely on machine
learning techniques in general and neural networks in particular [1,2,3]. Intrusion detection research is focused on detecting attacks after they have occurred,
but virus detection scanners detect attacks (usually against Windows or Macintosh systems) before they are run, so our work has much in common with the
virus detection literature. In both intrusion detection and virus detection, the
most common algorithm is known as signature veriﬁcation, in which invariant
signatures are scanned for that are known to be representative of attacks [4,5].
In some branches of virus detection and intrusion detection research, systems
are now being developed with heuristics that describe the steps that malicious
software might take to infect a system, in order to detect new attacks [6,7,8]. To
our knowledge, our work is unique in attempting to detect unexecuted code of
UNIX attacks that increase privilege.
The system architecture is depicted in Fig. 1. The incoming stream, perhaps
captured from a wrapper around the write system call, is ﬁrst classiﬁed into
language type: C, shell, or other. If the language classiﬁer fails to recognize the
sample, then the sample permits the write to complete. If the sample is recognized and an appropriate attack detector exists, then the sample is processed
by the language-speciﬁc attack detector. Separate detectors can be added to
increase the coverage of the system. Each detector includes two serial subsystems, a feature extractor which passes a vector of normalized feature statistics
to a neural network classiﬁer and (when an attack is detected) additional information to the IDS. In this system, if an attack is detected, then the write is
blocked and the IDS notiﬁed. If no attack is detected, the write is allowed to
complete. To date our research has focused on building accurate language and
attack classiﬁers.
Last year we presented preliminary results of detecting privilege-increasing
attacks in C and shell source code [1]. Those results showed the promise of this
approach. This year we have validated our approach by expanding our training
and test sets to include a broader range of normal code, and to include nearly
ten times more attack code. Furthermore, our test set includes attacks that
were developed after the attacks used in the training set, to assess how well
the system might detect new attacks. After careful study of the larger training
set, we improved the list of features and adopted a new method for normalizing
a feature statistic that is used as input to a classiﬁer. These changes reduced
the false positive rate of our system by a factor of two, while also reducing the
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Fig. 1. System overview. The arrow-line thickness indicates relative volume of data
ﬂow.

miss rate by a factor of six. Once the accuracy was improved, we built a fast,
integrated system to assess the speed that samples could be categorized.
The remainder of the paper is organized as follows: ﬁrst, we describe the
data used to develop our system, select the best features, and train and test the
resulting system. Next we describe the performance of the components of our
system, starting with our language classiﬁcation component, then describing the
C and shell detector portions. Finally, we describe the overall performance of our
system when embedded in a ﬁle scanner, and discuss how to defeat the system.

2

Data Sources and Use

Our technique relies on copious amounts of data to build a system that can accurately detect a few examples of attack software in a large collection of normal
software. To date, corpora used to evaluate intrusion detection systems have
not included the attack software [9,10]. Furthermore, databases used for virus
detection software development have primarily focused on collected examples
of Microsoft Windows and NT viruses [5,11], while we are interested in UNIX
attack software. To remedy this, we have gathered normal and attack software
from a wide range of open-source projects and hacker web sites. The selected
software was written by diﬀerent people with diﬀerent coding styles from diﬀerent countries. These data were collected into a corpus, including both normal
and attack software, that is used to train or test each detector. Each individual
ﬁle has been classiﬁed by an analyst.
For system development, we subdivided our ﬁrst set of data into 10 nearly
equal groups or folds, then used all folds but one for training and used the
remaining fold for evaluating, cycling through all examples. For testing, we used
a disjoint set of ﬁles collected after system design was complete. The training
results in ﬁgures are from this 10-fold cross-validation process. The test results
are from the disjoint data set.
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C Corpus

The normal corpus is composed of ﬁles that perform a wide range of diﬀerent
tasks, including some operations that an attacker might perform. The software
packages range from small, single-ﬁle programs to large multi-library applications.
The normal C training data includes 5,271 ﬁles. Included is a web server
(apache 1.3.12), which can spawn daemons and interact with network connections. Included is a command shell (bash-2.04), which can create and control
processes, and small programs that work with the ﬁle system (ﬁleutils-4.0), or
that aid with process management (sh-utils-2.0). We included a mail-handling
program (sendmail-8.10.0) which ﬁle system and network capabilities. We included some developer tools for manipulating binaries (binutils-2.10), and compilers (ﬂex-2.5.4), and an application for debugging programs (gdb-4.18) that
will manipulate processes. We included software that provides an integrated
user environment (emacs-20.6) and a library that includes machine-speciﬁc code
(glibc-2.1.3).
The normal C test corpus has 3,323 ﬁles, that were acquired after development of the classiﬁer. Included is an operating system kernel (linux-2.4.0-test1),
containing machine-speciﬁc code that controls a host and manages its connection
to the network. Also, included is a tool that controls a CD (eject-2.0.2), a tool
that monitors system usage (top-3.4), and network usage (ntop v.0.3.1), and a
large tool that encrypts peer-to-peer communications (ssh-2.4.0).
The attack C corpus is composed of ﬁles downloaded from various repositories
on the World Wide Web. After reviewing and testing some attack software,
we noticed that the same attack ﬁle will appear in multiple places in slightly
modiﬁed form, e.g., the software will be identical, but the comment sections and
white space will be diﬀerent. Further examination and testing revealed that not
all the attacks found in the various repositories worked. In many cases, the ﬁles
were trivially broken, and the alteration of a few obvious characters would make
the attack compile and function. Sometimes the problems were more profound.
To create a corpus of nearly equally weighted examples of attacks, a test
of uniqueness is used: compare samples by stripping extraneous white-space
and comments (the residue) against the residue of all samples in the corpus. If
the residue is unique the original ﬁle is inserted into the corpus. This technique
won’t prevent samples with inconsequential modiﬁcations from being added, but
it limits the number of exact duplications. Uniqueness is required for all corpora.
We use attack software that is most likely to succeed; if multiple versions
were available (as happens when some crippled examples are ﬁxed by others),
we include only the “ﬁxed” version. We did not ﬁx any broken attacks, as that
would introduce a consistent style to an otherwise diverse range of coding styles.
The attack corpus is separated into training and testing sets. The attack
training data is composed of 469 ﬁles and is derived from all unduplicated attacks
available from several web sites scattered around the world [12,13,14,15], as well
as all BugTraq exploits between 1 January 2000 and 15 October 2000. The attack
test data is composed of 67 ﬁles collected from [16,17], and all BugTraq exploits
posted from 16 October 2000 to 31 December 2000. Both sets of ﬁles include
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attacks against a variety of UNIX-based systems, including Linux, HPUX, Solaris
and the BSD operating systems. The samples include comment and variable
words from European languages other than English.
2.2

Shell Corpus

Shell training data included 476 examples of normal shell software, harvested
from SHELLdorado [18], RedHat 6.1 boot scripts, (the contents of the directories
init.d and rc*.d), and training scripts for Borne, Bash and Korn shells [19,
20,21]. The attack corpus includes 119 ﬁles and comes from BugTraq exploits
posted between 1 January 2000 and 15 October 2000, the same web sites as the
C corpus [12,13,14,15,22], and some miscellaneous attacks from the World Wide
Web from 1996 onward.
The shell test data includes 650 ﬁles from RedHat 7.1. The directory tree was
scanned for all ﬁles containing “#!” and a valid shell in the ﬁrst line, and each
ﬁle was veriﬁed to be unique. The attack corpus consists of 33 privilege gaining
attacks mined from the same web sites as the C corpus, as well as BugTraq
between 16 October and 31 December 2000.
2.3

Miscellaneous Other Files

In addition to the corpora described above, 545 ﬁles that were neither C code
nor shell code were used to test how well the system responded to unexpected
ﬁle types. We included several varieties of archived and compressed ﬁles. To
construct the archives, we TAR-ed, GNU gzip-ed, bzip-ed, compress-ed, and ziped each of the normal C test corpus applications. We also included documents
with embedded formatting information. We used all of the man pages that came
with the ﬁles in the C test data. We used html, postscript, and pdf versions of a
book [23], and included UNIX mbox ﬁles from the cygwin mail archive through
15 February 2001. Finally, we included some plain text ﬁles [24].

3

Integrated System Overview

Although each language-speciﬁc attack classiﬁer could be used to examine all
ﬁles, we choose to minimize computational overhead by ﬁrst identifying the language type of the incoming data. (See Fig. 1) Such a choice may cause the system
to miss attacks, but it is unlikely to increase the number of false alarms. Once
the language class is determined, an attack detector speciﬁc to that language is
employed to extract features and categorize the source into normal or malicious
classes. If an attack is detected, the resident IDS is notiﬁed and additional data
gleaned during feature extraction is shared with the IDS, so that a user can
interpret that attacker’s actions and intended target.
3.1

Language Identiﬁer

A fast system with accurate labeling was achieved using a rule-based system
that exploits the deﬁned structure and syntax of the examined languages.
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The essence of the rules are as follows. The sample is classiﬁed as C upon
detecting a C preprocessor directive, a reserved word that is neither English nor
shell, or a C/C++ comment. The sample is classiﬁed as shell if the “#!” or shell
comment character, “#”, is found, or if a word with a “$” preﬁx is found. In
addition, there are some rules that preemptively place samples in class other
(e.g., a mail header, non-ASCII and non-ISO characters, and an html header).
Finally, if N or more word characters are examined and no match has been
made, label as other.
A consequence of these rules is that makeﬁle, Python, and Perl ﬁles are all
classiﬁed as shell scripts. If necessary, we can expand our rule set to classify these
languages, but in practice we have found that few shell-speciﬁc features are nonzero, and thus nearly all ﬁles will be classiﬁed as normal text. Additionally, Java
and C++, and some forms of Fortran that use the C preprocessor will also fall
into the C class of code. Again, these ﬁles tend to have a feature vector that has
nearly all zero elements and thus is classiﬁed as non-attack C code.
Table 1 reﬂects performance of the language classiﬁer on the test data described above. The C samples are from the test corpus, and the shell samples
are from the train corpus due to the fact we used the “#!” to collect some of the
shell test corpus. To understand the confusion matrix consider an example: of
the 3390 actual C ﬁles, one item was mislabeled as other, none were mislabeled
shell, and 3389 were correctly labeled. The total error of the matrix is 0.04%,
with a strong diagonal. We have veriﬁed that the mislabeled ﬁle in the confusion
matrix did not cause the detection elements to false alarm. The mislabeled C
ﬁle is a single line of C code that is included in a larger application. The line
contained some reserved words, but they were all English. Similarly, the mislabeled shell did not use any non-English shell commands, and was comment
free. In addition, the system is fast: on a 450 MHz SPARC Ultra 60 language
identiﬁcation for a kilobyte of data requires 90 microseconds.
Table 1. Language identiﬁer confusion matrix for all test data.
Class Other
C Shell Computed
Other
545
0
0
545
C
1 3389
0
3390
Shell
1
0 594
595
Actual 547 3389 594
4530

3.2

Detection

Once the language has been determined, a language-speciﬁc parser examines the
text for the presence of features that have proven important to correct classiﬁcation. Feature extraction is performed in two steps. In the ﬁrst step, text is
separated into several categories that are then examined for a selected set of
features. The feature statistics are then classiﬁed.
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The feature extractor gathers statistics about each feature type. A feature
type represents a particular regular expression that is scanned over a particular
code category. Each time the regular expression matches, the feature type statistic is set by applying one of several diﬀerent encoding schemes. A feature type
can be thought of as a set of triples: (regular expression, code category, encoding
scheme), where the regular expression is applied to a particular code category
using a given encoding scheme. Most feature types are a single triple, but a few
rely upon information in several diﬀerent code categories and so will be a set
of triples. Initially, the extractor parses the code up into four code categories:
comments (e.g., /* A comment */), strings (e.g., "A string", code-sans-strings
(e.g., printf();), and code (e.g., printf("A string");). The ﬁrst three code
categories are mutually exclusive, and the last includes the prior two.
When a regular expression matches within its appropriate code category,
the match is recorded using one of several diﬀerent encoding schemes: once: to
indicate existence, count: to indicate the total number of times a feature appears,
normalize: count but apply a divisor that represents the size of the code sample.
A new detector is built by producing a large set of proposed language-speciﬁc
triples. A forward feature-selection process determines the triples that produced
the most accurate classiﬁer. (For a general discussion of feature-selection methods see [25].) In this process, all N features are considered individually, with
the feature that creates the smallest total error being selected. After the optimal vector of dimension one is chosen, the feature vectors of dimension two are
explored by taking the prior vector to ﬁx the ﬁrst slot of the new vector, and
N − 1 choices are examined. Induction gives the best vector for dimension N ,
ending when the feature space is exhausted. Typically, the error will decrease
as features are added, then increase once the dimension of the vector exceeds a
certain size. The feature vector that minimizes the total error is termed best and
used in the production classiﬁers. There are many permutations of this method;
we used the LNKnet package developed in our group [26,27] The majority of
feature statistics included in our system use the normalized count rule, which is
eﬀective because it represents the occurrence density.
C Detector. In building our C attack detector we considered nineteen feature
types, each intended to model a particular attack or normal action. First, we
modeled the inclusion of permutations of the words “exploit” or “vulnerability”,
and built a regular expression that scanned the comment section for these words.
Next, we realized that attackers exploit race conditions in privileged code by creating and deleting links to other ﬁles, so we built a regular expression that scans
the code-sans-strings section for link and unlink or rmdir. Attackers sometimes
exploit environment variable interpretation in privileged code, so we developed a
regular expression for functions that modify environment variables, and scanned
the code-sans-strings section. Attackers also attempt to get privileged programs
to execute malicious code, so we developed regular expressions to detect the code
(embedded executable in either code-sans-strings or strings, or C or shell code
in strings), and the delivery mechanism (an asm keyword for stack insertion in
code-sans-strings, or calls to the syslog control functions in code-sans-strings, or
the strcpy and memcpy family of functions in code-sans-strings, or the ptrace
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function in code-sans-strings). We also developed regular expressions for the attack actions themselves, including calls to chown, setuid, setgid, passwd, shadow,
system, and the exec family of functions in the code section. Some of these modeled normal code. Regular expressions were developed for obtaining the local
hostname and detecting the presence of a main function in code-sans-strings.
Finally, we scanned for the presence of local include ﬁles in the code category.
The result of feature extraction is a vector of feature statistics that is fed
into a neural network classiﬁer that will be used to learn the best combination
of feature elements for distinguishing normal and attack code.
The classiﬁer is a single hidden layer (N, 2N, 2) feed-forward multi-layer perceptron (MLP) neural network, where N = 19, the dimension of the feature
space. Some exploration was performed of the number nodes and number of
hidden layers; this conﬁguration performed well with relatively fast training and
testing times. The MLP is trained using 10-fold cross validation.
Results for two classiﬁer conﬁgurations (with-comment, and sans-comment)
are presented here. The with-comment detector could be used when protecting
a system against naive attackers, while the sans-comment detector is used to
detect more experienced attackers and prepare for building attack binary detectors. After performing feature selection on the ﬁles and including the comments,
the with-comment classiﬁer obtains the best performance using only the features for embedded executable (use of hex or octal code), exploit comment, calls
to exec, use of a local include ﬁle, and the presence of a main function. The
best performance is achieved for the sans-comment classiﬁer with features that
represent embedded executable (hex or octal code), calls to the exec family of
functions, deﬁnition of main function, and calls to link and system.
Recall that the MLP emits posterior probabilities, which implies that the user
can select a threshold appropriate for the environment in which that system is
being used. To represent the range of choices, we present the performance in
terms of false alarm versus miss with the curve drawn on normal probability
axes. The DET curve [28,29] for the described classiﬁers is drawn in Fig. 2.
The DET contains the identical information as the ROC curve, although the
region of high performance is magniﬁed to diﬀerentiate systems that perform
exceptionally well.
The training data is displayed along with the testing data to show that
with the exception of the number of samples, these curves are very similar,
indicating that the classiﬁer performance has converged. The curves show that
comments improve detection accuracy, but in the case that we ignore comments,
the classiﬁer still performs well.
The classiﬁers are also robust near the zero false alarm level, which is the
point of the curve where the ﬁelded system will operate. These curves allow an
IDS to detect a signiﬁcant fraction of attacks before they are launched. The
detector is quite fast operationally, analyzing one kilobyte of data in 666 microseconds on average on a 450 MHz SPARC ultra 60. Most of this time is spent
analyzing C code (77%) and reading ﬁles (21%), with the remaining time spent
in language identiﬁcation.
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Fig. 2. DET curves of best feature classiﬁers. Training results are from 10-fold crossvalidation.

Shell Detector. Shell code is partitioned into four categories, as is C code.
Some shell attack code is similar to the attack C code, so we started with C
attack actions and modiﬁed the regular expressions to model shell syntax. In
addition, we created features speciﬁc to shell code. For example, attackers use
shell code to add new users to a system or to guess passwords, so a regular
expression was created that detects accesses to either the password or shadow
password ﬁles. Attackers also inserted malicious code into the environment or
onto a heap or stack, with the result that sometimes the privileged program will
fail, causing a core ﬁle to be saved. Attackers sometimes hide their presence by
removing these ﬁles and touch-ing other ﬁles to hide the fact that they had
been altered, so regular expressions were developed for these actions. We also
scanned for altering environment variables, and for creating a shared library
object. We noticed that attackers sometimes attempt to acquire a privileged
interactive shell, so we wrote a regular expression for this action. Finally, there
are attacks that altered local security by modifying .rhosts or /etc/hosts ﬁles
and then exploited that modiﬁcation by connecting to the local host, there are
regular expressions to model these.
From the initial feature space, backward feature selection [25] determines
the features that give best performance. Backward selection is used because
the length of the best list is almost the length of the initial list. For ﬁles with
comments retained, best performance was obtained from 15 features in addition
to the comment feature: localhost: references to localhost, copy: checks for shell
trojanization, passwd : use a password ﬁle, link :hard or soft link to a ﬁle, presence
of C source code in strings, root: use root in a command line option, test: use
of a conditional, core: use of core ﬁle, exec: use of command, trusted : use of
a rhosts ﬁle, chown: to increase ownership, touchr : use touch -r (mask ﬁle
manipulation times), set[ug]id : use chmod command to suid or sgid, interactive:
enter into interactive shell, shared : create a shared object. For shell ﬁles with
comments stripped, 12 features were found to give the best performance: code
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in strings, localhost, set[ug]id, passwd, root, embedded executable: check for hex
and octal code embedded in strings, link, chown, copy, exec, touchr, subshell :
check for invocation of a subshell.
The classiﬁer is a single hidden layer (N, 2N, 2) feed forward multi-layer
perceptron (MLP) neural network, where N = 16 or 12, depending on whether it
is used for detecting software with comments or without comments. The resulting
DET curves is reported here in Fig. 2.
Shell code attacks are more diﬃcult to accurately classify than C attacks, as
can be seen by comparing the DET curves in Fig. 2. The shell detector analyzes
a kilobyte of data in 1,071 microseconds on average on a 450 MHz SPARC ultra
60. Of this, 74% of time is spent in the shell code analyzer, 21% in reading ﬁles,
1% in language identiﬁcation, and 3% in other actions. The larger total time
spent in I/O is a property of the fact that shell ﬁles are typically smaller than
C, so more time is spent in stream management overhead. A larger amount of
time is also spent in shell detection compared with C detection. This reﬂects the
more complex regular expressions used in shell detection.

4

Using the System to Scan for Malicious Files

To test the system we built a simple ﬁle scanning tool. An important feature
of this tool is the ability to specify the prior probability distribution of attacks.
The prior estimate is used to set the sensitivity of the respective classiﬁers so
that we may minimize the total error [30]. Another feature used to wean out
unlikely candidates is a settable threshold for maximum ﬁle size; no ﬁle larger
than 1MB is passed to the language identiﬁer in this test.
The test was performed on the MIT Lincoln Laboratory Information Assurance group’s ﬁle server. This is a rugged test; there are many opportunities for
false alarms. Source code of information assurance systems carries many of the
same features of attack code. The information assurance ﬁle server contained
4,880,452 ﬁles and 137,044,936 KB of data on the day it was scanned. Of these
ﬁles, the language identiﬁcation detector reported 36,600 C samples, and 72,849
shell samples, for a total of 109,449 candidates for further processing. The detector reported 4,836 total attacks of which 3855 are C and 981 are shell. This
indicates a prior distribution of approximately 10% for the C and 1% for the
shell. Detailed analysis of the output indicates that 143 (3.0%) are false positives, of those 33 are C and 110 are shell. If prior compensation is not performed
the total false positive rate is 5% (versus 3%), which indicates the value of good
estimates of the prior distributions.
The ﬁeld test analyzed a kilobyte of data in 17 microseconds on a 450 MHz
SPARC ultra 60. This majority of time (54%) was spent reading ﬁles, with
the remaining time being spent in language identiﬁcation (16.4%), C detection
(8.7%), shell detection (14.0%) or other (6.8%). The bulk of the time is spent
with I/O and language detection because the remainder of the ﬁles are neither
shell nor C.
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Discussion

The system has been trained to accurately detect attacks against many UNIX
operating systems, because our method requires many examples and because
these systems share common code. By focusing on one implementation we may
be able to further reduce the false alarm rate.
We have found that the ﬂexibility of shell syntax makes it diﬃcult to detect
shell-code attacks. Even the identiﬁcation of shell itself is more diﬃcult than
identifying C code. A valid shell script can consist of little more than a few
characters, whereas a C sample has much more structure. This ﬂexibility is
reﬂected in the processing time of shell versus C, and also in the lengthy list
of the ’best’ features for shell. Privilege-increasing C attacks generally issue
buﬀer overﬂows, or exploit race conditions. Shell attacks are generally broader,
sometimes wrap a C attack, use localhost, or attack system and user trust models
and environment variable interpretation.
Although this system does an exceptionally good job of detecting today’s
attack exploits, it is interesting to consider how an attacker might circumvent
this system once its existence is more widely known. Since the detectors rely on
matching feature distributions of a new ﬁle to measured feature distributions,
an attacker can defeat the system by either increasing or decreasing feature
statistics. Since not all source code needs to be executed, an attacker can increase
feature statistics by including code that will not be called or is placed inside a
C preprocessor block that will be removed before compilation. Alternatively, an
attacker can decrease feature statistics. Since most of our features are measured
with respect to the total amount of code in a ﬁle, an attacker can decrease perfeature values by increasing the volume of feature-free code. For the features that
measure the exact number of occurrences, these too can be reduced, perhaps by
breaking the feature-rich parts of the code into diﬀerent subroutines or their own
separate ﬁles. Finally, an attacker can discover a new method for accomplishing
the same action.
To respond to these threats, we could further improve our parser, perhaps
performing static analysis of subroutines, updating our regular expressions, and
supporting multi-ﬁle analysis of software.

6

Summary

Attack software can be accurately detected and discriminated from normal software for the cases of C and shell source code. When available, comments provide
valuable clues to improving the classiﬁcation accuracy. For C code, one of the
most useful features is embedded binary code that the attacker is attempting to
trick a privileged program into executing, either by inserting it onto the stack,
onto the heap, or into the local environment. For shell code, the best feature
list is long, however the top performers detect embedded C, or references to
localhost.
There are a number of interesting ways to deploy this system. In a networkbased intrusion detection system, ftp-data, mail, and web transfers can be monitored for the inclusion of attacks. On an ftp server, incoming data could be
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scanned for attacks.x On a host, a process could periodically be run to scan
and score source code stored on the disk, or incoming traﬃc could be examined.
For example, the FreeBSD operating system runs daily, weekly, and monthly
security checks of its ﬁle systems. This check could be augmented using our ﬁle
scanning software. Alternatively, wrappers to C libraries could be added or a
kernel modiﬁcation could be made to scan a ﬁle when a disk write is requested.
Future work will include deeper parsing to make it harder for an attacker to
hide from this method. For the C detector, we may parse C preprocessor directives when enough information exists, and the parser may be made to analyze
the static call tree. Later systems may analyze multiple ﬁles in aggregate when
there is a collection of related ﬁles. We are also starting work in detecting attacks
in binary ﬁles.
We have shown that a few simple features can rapidly diﬀerentiate current
C and shell attack source code that increases user privileges from normal source
code. Simple features such as code with embedded binary, and suspicious words
embedded in comments result in high detection and low false alarm rates.
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